
HTML5 Canvas provides extensive support for images. You can draw all or part

of an image, scaled or unscaled, anywhere inside a canvas, and you can access

and manipulate the color and transparency of each pixel. And by combining image

manipulation with other aspects of the Canvas API such as clipping regions

and offscreen canvases, you can create stunning effects, such as animations and

multiplayer games, data visualization, or particle physics simulations.

Figure 4.1 shows a magnifying glass that demonstrates some of what’s possible

with Canvas image manipulation. As you drag the magnifying glass, the applica-

tion scales the pixels underneath the magnifying glass, and draws them back

into the canvas, clipped to the magnifying glass lens.

The Canvas context provides four methods for drawing and manipulating images:

• drawImage()

• getImageData()

• putImageData()

• createImageData()

As you might suspect, drawImage() lets you draw an image into a canvas. As you

might not suspect, that method also lets you draw another canvas into a canvas,

or a video frame into a canvas. That’s a large can of whoopass.

The image data methods let you access, and manipulate, the individual pixels

of an image. getImageData() gives you access to the underlying pixels of an

image, and putImageData() lets you put pixels back into an image. In the mean-

time, so the thinking goes, you will manipulate those pixels in some manner,

although that is not always the case, as you will see in Section 4.5.1, “Accessing

Image Data,” on p. 276.
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Figure 4.1 A magnifying glass that scales pixels and uses the clipping region

You can also create blank image data objects with createImageData(). You can

pass that method either the width and height of the image data in CSS pixels, or

you can pass the method an existing ImageData object, in which case the method

returns a new blank ImageData object with the same width and height as the object

you passed to the method.

4.1 Drawing Images
The drawImage() method lets you draw all or part of an image, anywhere inside

a canvas, and it lets you scale the image along the way. You can also draw into an

offscreen canvas, which lets you do clever things with images, such as panning

an image, or fading an image into a canvas. We discuss several uses for offscreen

canvases in this chapter.
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4.1.1 Drawing an Image into a Canvas
Let’s start by drawing an image into a canvas, as shown in Figure 4.2 and listed

in Example 4.1.

Figure 4.2 Drawing an image into a canvas

Example 4.1 Drawing an image

var canvas = document.getElementById('canvas'),
    context = canvas.getContext('2d'),
    image = new Image();

image.src = 'fence.png';
image.onload = function(e) {
   context.drawImage(image, 0, 0);
};

Example 4.1 creates an image, sets the source of the image, and, after waiting for

the image to load, draws the image into the canvas’s upper-left corner.
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This is the simplest use of drawImage()—drawing an entire image, unscaled, into

a canvas—and the only pitfall here is that you must wait for the image to load

before you draw it into the canvas. If you draw the image before it’s loaded, then

according to the Canvas specification, drawImage() should fail silently.

CAUTION: Images cannot be drawn before they are loaded

The drawImage() method draws images into a canvas, but if the image hasn’t
been loaded, drawImage() is supposed to do nothing. When you use
drawImage(), make sure the image has been loaded, typically by putting
the call to drawImage() in an onload callback.

CAUTION: According to the Canvas specification

According to the Canvas specification, drawImage() should fail silently if you
try to draw an image that hasn’t been loaded; however, many browsers throw an
exception instead. See http://bit.ly/ilW6ET for verification.

In general, it’s important to remember that browsers do not always adhere exactly
to the Canvas specification. That’s why it’s a good idea to have a test suite that
tests a browser’s adherence to the specification. See http://w3c-test.org for more
information.

TIP: Shadows, clipping, and composition are applied when you draw an
image

The drawImage() method draws images without respect to the current path,
and takes into account the globalAlpha setting, shadow effects, the clipping
region, and global composition operators.

TIP: Loading images

Before they begin, some applications need to load more than a few images.
Games are the prototypical application. In Section 9.1.2, “Loading Images,” on
p. 558 you’ll see how to load multiple images and display a progress bar while
the images are loading.

Now that you know how to draw an image into a canvas, let’s take a closer look

at the drawImage() method.
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4.1.2 The drawImage() Method
The drawImage() method is illustrated in Figure 4.3.

Figure 4.3 drawImage() lets you draw all or part of an image, scaled or unscaled, into
a canvas

The drawImage() method draws an image, referred to as the source image, into

a canvas, referred to as the destination canvas. In Figure 4.3, the variables begin-

ning with ‘s’ correspond to source, and variables beginning with ‘d’ correspond

to destination. The drawImage() method can take three different argument sets:
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• drawImage(image, dx, dy)

• drawImage(image, dx, dy, dw, dh)

• drawImage(image, sx, sy, sw, sh, dx, dy, dw, dh)

The first argument in all three cases is an image (HTMLImageElement), but

that argument can also be another canvas (HTMLCanvasElement) or a video

(HTMLVideoElement). So you can effectively treat a canvas or video as though it

were an image, which opens doors to many possibilities, such as video-editing

software.

The first use of drawImage() listed above draws an entire image at a specified

location in the destination canvas.

The second use of drawImage() also draws an entire image at a specified location,

scaled to a specific width and height.

The third use of drawImage() draws all or part of an image into the destination

canvas at a specified location, scaled to a specific width and height.

The drawImage() method is summarized in Table 4.1.

Table 4.1 The drawImage() method

DescriptionMethod

Draws an image into a canvas. That

image can also be a video

(HTMLVideoElement)—in which case

drawImage() draws the video’s current

frame—or another canvas

(HTMLCanvasElement).

Draws either an entire image or a subset

of the image into a canvas, possibly

scaling the image. The image’s subset is

specified with the sx, sy, sw, and sh
parameters, and the browser scales the

image to the dw and dh parameters. Only

the first three arguments are required.

drawImage(HTMLImageElement image,
double sx, double sy, double sw,
double sh, double dx, double dy,
double dw, double dh);

TIP: You can draw images, canvases, and videos into a canvas

The drawImage() method is flexible:You can draw either part or all of one of the
following into a canvas: an image, a canvas, or a video frame. You can place
the image, canvas, or video anywhere you want in the canvas, at any scale
you wish.
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4.2 Scaling Images
We’ve seen how to use drawImage() to draw an image, unscaled, into a canvas.

Now we’ll see how to use that method to draw and scale an image, as shown in

Figure 4.4.

Figure 4.4 Scaling an image

The image shown in Figure 4.4 is initially smaller than the canvas in which it re-

sides, as you can see from the top picture. However, when the user checks the

checkbox, the application redraws the image, scaled to fit the canvas, as shown

in the bottom picture.
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The function that draws the image in Figure 4.4 is shown in Example 4.2.

Example 4.2 Scaling an image

function drawImage() {
   context.clearRect(0, 0, canvas.width, canvas.height);

if (scaleCheckbox.checked) {
      context.drawImage(image, 0, 0, canvas.width, canvas.height);

}
else {

      context.drawImage(image, 0, 0);
}

}

If the checkbox is checked, the function draws the image, scaled to fit the canvas;

otherwise, the function draws the image unscaled. In both cases, the function

draws the entire image at location (0, 0) in the canvas.

4.2.1 Drawing Images Outside Canvas Boundaries
The application listed in Example 4.2 placed the image at (0, 0) in canvas coordi-

nates, but you can place an image anywhere in a canvas by specifying nonzero

values for the destination coordinate, as illustrated by the application shown in

Figure 4.5.

The application contains a slider that lets the user adjust the image’s scale. As the

user moves the slider, the application clears the canvas and then repaints the image

at the specified scale. Notice that the application also keeps the image centered

in the canvas.

Besides scaling the image, the application shown in Figure 4.5 has another inter-

esting aspect: The scale readout in the upper-left corner scales along with the

image as the user moves the slider. You can see how that’s implemented in

Example 4.5.

Not only can you place images at specific locations inside a canvas, but you can

also place images outside a canvas. That’s what the application shown in Figure 4.5

does to keep the image centered, as illustrated in Figure 4.6.
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Figure 4.5 Scaling and centering an image

Figure 4.6 shows how the application shown in Figure 4.5 draws the image at a

specific scale, in this case, 2.0. To illustrate which parts of the image are displayed

in the canvas and which parts are not, Figure 4.6 shows the part of the image

displayed in the canvas as fully opaque, whereas the rest of the image, which lies

outside the boundaries of the canvas, appears faded.

This application scales the image by multiplying the canvas width and height by

the selected scale, and calculates the upper-left corner of the image, as shown in

Example 4.3.
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Figure 4.6 The entire image shown in Figure 4.5; the darkened portion of the image is
outside the canvas

Example 4.3 Scaling and centering an image

function drawImage() {
var w = canvas.width,

       h = canvas.height,
       sw = w * scale,
       sh = h * scale;

   context.clearRect(0, 0, w, h);
   context.drawImage(image, -sw/2 + w/2, -sh/2 + h/2, sw, sh);
}

Example 4.4 shows the HTML for the application shown in Figure 4.5, and the

JavaScript for the application is shown in Example 4.5.
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Example 4.4 Scaling images: HTML

<!DOCTYPE html>
<html>

<head>
<title>Scaling images</title>

<style>
         body {

background: rgba(100, 145, 250, 0.3);
}

#scaleSlider {
vertical-align: 10px;
width: 100px;
margin-left: 90px;

}

#canvas {
margin: 10px 20px 0px 20px;
border: thin solid #aaaaaa;
cursor: crosshair;

}

#controls {
margin-left: 15px;
padding: 0;

}

#scaleOutput {
position: absolute;
width: 60px;
height: 30px;
margin-left: 10px;
vertical-align: center;
text-align: center;
color: blue;
font: 18px Arial;
text-shadow: 2px 2px 4px rgba(100, 140, 250, 0.8);

}

</style>
</head>

(Continues)
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Example 4.4  (Continued)

<body>
<div id='controls'>

<output id='scaleOutput'>1.0</output>
<input id='scaleSlider' type='range'

min='1' max='3.0' step='0.01' value='1.0'/>
</div>

<canvas id='canvas' width='800' height='520'>
         Canvas not supported

</canvas>

<script src='example.js'></script>
</body>

</html>

Example 4.5 Scaling images: JavaScript

var canvas = document.getElementById('canvas'),
    context = canvas.getContext('2d'),
    image = new Image(),

    scaleSlider = document.getElementById('scaleSlider'),
    scale = 1.0,
    MINIMUM_SCALE = 1.0,
    MAXIMUM_SCALE = 3.0;

// Functions...........................................................

function drawImage() {
var w = canvas.width,

       h = canvas.height,
       sw = w * scale,
       sh = h * scale;

   context.clearRect(0, 0, canvas.width, canvas.height);
   context.drawImage(image, -sw/2 + w/2, -sh/2 + h/2, sw, sh);
}

function drawScaleText(value) {
var text = parseFloat(value).toFixed(2);
var percent = parseFloat(value - MINIMUM_SCALE) /

parseFloat(MAXIMUM_SCALE - MINIMUM_SCALE);

   scaleOutput.innerText = text;
   percent = percent < 0.35 ? 0.35 : percent;
   scaleOutput.style.fontSize = percent*MAXIMUM_SCALE/1.5 + 'em';
}
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// Event handlers......................................................

scaleSlider.onchange = function(e) {
   scale = e.target.value;

if (scale < MINIMUM_SCALE) scale = MINIMUM_SCALE;
else if (scale > MAXIMUM_SCALE) scale = MAXIMUM_SCALE;

drawScaleText(scale);
drawImage();

};

// Initialization......................................................

context.fillStyle     = 'cornflowerblue';
context.strokeStyle   = 'yellow';
context.shadowColor   = 'rgba(50, 50, 50, 1.0)';
context.shadowOffsetX = 5;
context.shadowOffsetY = 5;
context.shadowBlur    = 10;

image.src = 'waterfall.png';

image.onload = function(e) {
drawImage();
drawScaleText(scaleSlider.value);

};

TIP: You can draw images outside of a canvas

You can draw images inside or outside a canvas. For example, the application
listed in Example 4.5 specifies a location in the canvas that lies outside of the
canvas for all scales greater than 1.0.

When you draw an image into a canvas and part of that image lies outside
the bounds of the canvas, the browser ignores the content outside of the canvas.

Being able to draw images outside the boundaries of the canvas is an important
feature. For example, Section 5.7, “Scrolling the Background,” on p. 371,
discusses scrolling backgrounds that are implemented by drawing outside the
boundaries of the canvas, and translating the canvas coordinate system to scroll
that content into view.
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TIP: Render unto Canvas

In Example 4.5, the application scales the readout in the upper-left corner as
the user adjusts the scale slider.You might be tempted to implement that readout
with a canvas that uses fillText() and scales the canvas to match the slider’s
scale. However, the Canvas specification states:

Authors should not use the canvas element in a document when a more suitable
element is available. For example, it is inappropriate to use a canvas element
to render a page heading.

For the application shown in Example 4.5, an output element is more
appropriate than a canvas element and is considerably easier to implement.

4.3 Drawing a Canvas into a Canvas
The application shown in Figure 4.7 draws an image into a canvas, and then

draws some text, known as a watermark, on top of the image.

When the user adjusts the scale with the slider in the upper-left corner, the appli-

cation scales both the image and the text. You could scale the image and text

together by drawing them into an offscreen canvas at the specified scale, and

subsequently copying the offscreen canvas back into the onscreen canvas; in this

case, however an offscreen canvas is not strictly necessary because drawImage()
can draw a canvas back into itself, like this:

var canvas = document.getElementById('canvas'),
    context = canvas.getContext('2d'),
    scaleWidth = ..., // Calculate scales for width and height
    scaleHeight = ...;

...
context.drawImage(canvas, 0, 0, scaleWidth, scaleHeight);
...

The preceding code draws a canvas into itself, scaling the canvas along the way.

When the user changes the scale, the application clears the canvas and draws

the image, scaled to canvas width and height, into the canvas. Then it draws the

watermark on top of the image.
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Figure 4.7 A watermark

However, the user never sees the canvas in that state, because the application

immediately draws the canvas back into itself, scaled at the scale specified by the

user. That has the effect of scaling not only the image, but also the watermark

along with it.

Although it’s convenient in this case to draw the canvas back into itself, it’s not

very efficient. Every time the user modifies the scale, the application draws the

image and the watermark, and then subsequently redraws the entire canvas,

scaled. That means the application ends up drawing everything twice every time

the scale changes, as you can see from the full listing of the application’s JavaScript

in Example 4.6.
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Example 4.6 Watermarks: JavaScript

var canvas = document.getElementById('canvas'),
    context = canvas.getContext('2d'),
    image = new Image(),

    scaleOutput = document.getElementById('scaleOutput');
    scaleSlider = document.getElementById('scaleSlider'),
    scale = scaleSlider.value,
    scale = 1.0,

    MINIMUM_SCALE = 1.0,
    MAXIMUM_SCALE = 3.0;

// Functions...........................................................

function drawScaled() {
var w = canvas.width,

       h = canvas.height,
       sw = w * scale,
       sh = h * scale;

// Clear the canvas, and draw the image scaled to canvas size

   context.clearRect(0, 0, canvas.width, canvas.height);
   context.drawImage(image, 0, 0, canvas.width, canvas.height);

// Draw the watermark on top of the image

drawWatermark();

// Finally, draw the canvas scaled according to the current
// scale, back into itself. Note that the source and
// destination canvases are the same canvas.

   context.drawImage(canvas, 0, 0, canvas.width, canvas.height,
-sw/2 + w/2, -sh/2 + h/2, sw, sh);

}

function drawScaleText(value) {
var text = parseFloat(value).toFixed(2);
var percent = parseFloat(value - MINIMUM_SCALE) /

parseFloat(MAXIMUM_SCALE - MINIMUM_SCALE);

   scaleOutput.innerText = text;
   percent = percent < 0.35 ? 0.35 : percent;
   scaleOutput.style.fontSize = percent*MAXIMUM_SCALE/1.5 + 'em';
}
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function drawWatermark() {
var lineOne = 'Copyright',

       lineTwo = 'Acme Inc.',
       textMetrics,
       FONT_HEIGHT = 128;

   context.save();
   context.font = FONT_HEIGHT + 'px Arial';

   textMetrics = context.measureText(lineOne);

   context.globalAlpha = 0.6;
   context.translate(canvas.width/2,
                     canvas.height/2-FONT_HEIGHT/2);

   context.fillText(lineOne, -textMetrics.width/2, 0);
   context.strokeText(lineOne, -textMetrics.width/2, 0);

   textMetrics = context.measureText(lineTwo);
   context.fillText(lineTwo, -textMetrics.width/2, FONT_HEIGHT);
   context.strokeText(lineTwo, -textMetrics.width/2, FONT_HEIGHT);

   context.restore();
}

// Event handlers......................................................

scaleSlider.onchange = function(e) {
   scale = e.target.value;

if (scale < MINIMUM_SCALE) scale = MINIMUM_SCALE;
else if (scale > MAXIMUM_SCALE) scale = MAXIMUM_SCALE;

drawScaled();
drawScaleText(scale);

}

// Initialization......................................................

context.fillStyle     = 'cornflowerblue';
context.strokeStyle   = 'yellow';
context.shadowColor   = 'rgba(50, 50, 50, 1.0)';
context.shadowOffsetX = 5;
context.shadowOffsetY = 5;
context.shadowBlur    = 10;

var glassSize = 150;
var scale = 1.0;

(Continues)
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Example 4.6  (Continued)

image.src = 'lonelybeach.png';
image.onload = function(e) {
   context.drawImage(image, 0, 0, canvas.width, canvas.height);

drawWatermark();
drawScaleText(scaleSlider.value);

};

Although an offscreen canvas requires a little more code, in this case it is worth

the effort because it’s much more efficient. Let’s see how to implement the

watermark example with an offscreen canvas.

TIP: You can draw a canvas into itself, but beware

The drawImage() method can draw one canvas into another.You can also draw
a canvas into itself. Although for some use cases, such as scaling a canvas as
in Example 4.6, it’s convenient to draw a canvas into itself, it’s not very efficient
because the browser creates an intermediate offscreen canvas to scale the
canvas.

4.4 Offscreen Canvases
Offscreen canvases, which are often used as temporary holding places for images,

are useful in many different scenarios. For example, the magnifying glass

application shown in Figure 4.1 uses an offscreen canvas to scale part of the on-

screen canvas, and then subsequently copies the contents of the offscreen canvas

back to the onscreen canvas.

Figure 4.8 illustrates another use of an offscreen canvas. In this case, the offscreen

canvas contains an unscaled version of an image and a watermark. As the user

manipulates the scale slider, the application copies the offscreen canvas to the

onscreen canvas, scaling the offscreen canvas in the process.

Using an offscreen canvas typically involves four steps:

1. Create the offscreen canvas element.

2. Set the offscreen canvas’s width and height.

3. Draw into the offscreen canvas.

4. Copy all, or part of, the offscreen canvas onscreen.

The preceding steps are illustrated in the code listed in Example 4.7.
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Figure 4.8 An offscreen canvas

Example 4.7 A recipe for offscreen canvases

var canvas = document.getElementById('canvas'),
    context = canvas.getContext('2d'),
    offscreenCanvas = document.createElement('canvas'),
    offscreenContext = offscreenCanvas.getContext('2d'),
...

// Set the offscreen canvas's size to match the onscreen canvas

offscreenCanvas.width = canvas.width;
offscreenCanvas.height = canvas.height;
...

// Draw into the offscreen context

offscreenContext.drawImage(anImage, 0, 0);
...
// Draw the offscreen context into the onscreen canvas

context.drawImage(offscreenCanvas, 0, 0,
                  offscreenCanvas.width, offscreenCanvas.height);
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You create an offscreen canvas like this: var offscreenCanvas = document.
createElement('canvas');. That line of code creates a new canvas that is not

attached to any DOM element and therefore will not be visible; thus the term

offscreen.

By default, the offscreen canvas’s size will be the default size for canvases:

300 pixels wide by 150 pixels high. Usually those dimensions will not suffice for

your particular use case, so you will need to resize the canvas.

After you have created an offscreen canvas and set its size, you typically draw

into the offscreen canvas and subsequently draw some, or all, of the offscreen

canvas onscreen.

The application shown in Figure 4.8 is listed in Example 4.8.

Example 4.8 Using an offscreen canvas

var canvas = document.getElementById('canvas'),
    context = canvas.getContext('2d'),

    offscreenCanvas = document.createElement('canvas'),
    offscreenContext = offscreenCanvas.getContext('2d'),

    image = new Image(),

    scaleOutput = document.getElementById('scaleOutput'),
    canvasRadio = document.getElementById('canvasRadio'),
    imageRadio = document.getElementById('imageRadio'),

    scale = scaleSlider.value,
    scale = 1.0,

    MINIMUM_SCALE = 1.0,
    MAXIMUM_SCALE = 3.0;

// Functions...........................................................

function drawScaled() {
var w = canvas.width,

       h = canvas.height,
       sw = w * scale,
       sh = h * scale;

   context.drawImage(offscreenCanvas, 0, 0,
                     offscreenCanvas.width, offscreenCanvas.height,

-sw/2 + w/2, -sh/2 + h/2, sw, sh);
}
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function drawScaleText(value) {
var text = parseFloat(value).toFixed(2);
var percent = parseFloat(value - MINIMUM_SCALE) /

parseFloat(MAXIMUM_SCALE - MINIMUM_SCALE);

   scaleOutput.innerText = text;
   percent = percent < 0.35 ? 0.35 : percent;
   scaleOutput.style.fontSize = percent*MAXIMUM_SCALE/1.5 + 'em';
}

function drawWatermark(context) {
var lineOne = 'Copyright',

       lineTwo = 'Acme, Inc.',
       textMetrics = null,
       FONT_HEIGHT = 128;

   context.save();
   context.fillStyle = 'rgba(100,140,230,0.5);';
   context.strokeStyle = 'yellow';
   context.shadowColor = 'rgba(50, 50, 50, 1.0)';
   context.shadowOffsetX = 5;
   context.shadowOffsetY = 5;
   context.shadowBlur = 10;

   context.font = FONT_HEIGHT + 'px Arial';
   textMetrics = context.measureText(lineOne);
   context.translate(canvas.width/2, canvas.height/2);
   context.fillText(lineOne, -textMetrics.width/2, 0);
   context.strokeText(lineOne, -textMetrics.width/2, 0);

   textMetrics = context.measureText(lineTwo);
   context.fillText(lineTwo, -textMetrics.width/2, FONT_HEIGHT);
   context.strokeText(lineTwo, -textMetrics.width/2, FONT_HEIGHT);
   context.restore();
}

// Event handlers......................................................

scaleSlider.onchange = function(e) {
   scale = e.target.value;

if (scale < MINIMUM_SCALE) scale = MINIMUM_SCALE;
else if (scale > MAXIMUM_SCALE) scale = MAXIMUM_SCALE;

drawScaled();
drawScaleText(scale);

}

(Continues)
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Example 4.8  (Continued)

// Initialization......................................................

offscreenCanvas.width = canvas.width;
offscreenCanvas.height = canvas.height;

image.src = 'lonelybeach.png';
image.onload = function(e) {
   context.drawImage(image, 0, 0, canvas.width, canvas.height);
   offscreenContext.drawImage(image, 0, 0,
                              canvas.width, canvas.height);

drawWatermark(context);
drawWatermark(offscreenContext);
drawScaleText(scaleSlider.value);

};

Now that you’ve seen how to draw images, scale them, and draw them into an

offscreen canvas, let’s see how to access and manipulate the individual pixels of

an image.

TIP: Increase performance with offscreen canvases

Offscreen canvases take up some memory, but they can greatly increase
performance.

Notice how much more efficient the drawScaled() method is in Example 4.8
than in Example 4.6.The example listed in Example 4.8 draws from the offscreen
canvas. The application listed in Example 4.6, on the other hand, had to clear
the canvas, draw the image, draw the watermark, and finally, copy the canvas
into itself.

4.5 Manipulating Images
The getImageData() and putImageData() methods let you access the pixels of

an image and insert pixels into an image, respectively. In the meantime, if you

wish, you can modify those pixels, so those two methods let you perform just

about any image manipulation you can imagine.

4.5.1 Accessing Image Data
Let’s start with a common use case, selecting a region of a canvas with a rubber

band, as shown in Figure 4.9.
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Figure 4.9 Rubber bands

In Figure 4.9, the user selects an area of the canvas with a rubber band, and the

application subsequently redraws the canvas and displays the selected area,

scaled to the canvas width and height.

Every time the user drags the mouse, the application calculates the rubber band’s

bounding box, captures the pixels of the image within that bounding box, and

then draws the rubber band. The next time the user drags the mouse, the

application restores the pixels of the image that it captured the last time the user

dragged the mouse, thereby erasing the rubber band, and the process begins

anew.

The application shown in Figure 4.9 and listed in Example 4.9 does not manipu-

late the pixels of the image, rather it simply captures and restores the pixels as

the user drags the rubber band.
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Notice that the application’s rubberbandEnd() method uses the nine-argument

version of drawImage() to draw, and scale, the part of the image selected by

the user.

Also realize that it’s easy for users to size the rubberband rectangle so that either

its width or height is zero. According to the Canvas specification, if you specify

zero for either the width or height, getImageData() must throw an exception.

When that happens in the application shown in Example 4.9, the image data for

the current rubberband rectangle is not updated the next time the user moves the

mouse, and so leaves remnants of the rubberband rectangle that the application

does not erase.

In light of the possible exception that may be thrown by getImageData(),

the rubberbandStretch() method checks to make sure that it doesn’t call

getImageData() when the width or height is zero. In fact, rubberbandStretch()
doesn’t restore captured pixels or update the rubberband rectangle unless the

rectangle is large enough to accommodate the rubber band itself, taking the

context’s line width into account.

Example 4.9 Rubber bands implemented with getImageData() and putImageData()

var canvas = document.getElementById('canvas'),
    context = canvas.getContext('2d'),

    resetButton = document.getElementById('resetButton'),

    image = new Image(),
    imageData,

    mousedown = {},
    rubberbandRectangle = {},
    dragging = false;

// Functions...........................................................

function windowToCanvas(canvas, x, y) {
var canvasRectangle = canvas.getBoundingClientRect();
return { x: x - canvasRectangle.left,

            y: y - canvasRectangle.top };
}

function captureRubberbandPixels() {
   imageData = context.getImageData(rubberbandRectangle.left,
                                    rubberbandRectangle.top,
                                    rubberbandRectangle.width,
                                    rubberbandRectangle.height);
}
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function restoreRubberbandPixels() {
   context.putImageData(imageData, rubberbandRectangle.left,
                                   rubberbandRectangle.top);
}

function drawRubberband() {
   context.strokeRect(rubberbandRectangle.left + context.lineWidth,
                      rubberbandRectangle.top + context.lineWidth,
                      rubberbandRectangle.width - 2*context.lineWidth,
                      rubberbandRectangle.height - 2*context.lineWidth);
}

function setRubberbandRectangle(x, y) {
   rubberbandRectangle.left   = Math.min(x, mousedown.x);
   rubberbandRectangle.top    = Math.min(y, mousedown.y);
   rubberbandRectangle.width  = Math.abs(x - mousedown.x),
   rubberbandRectangle.height = Math.abs(y - mousedown.y);
}

function updateRubberband() {
captureRubberbandPixels();
drawRubberband();

}

function rubberbandStart(x, y) {
   mousedown.x = x;
   mousedown.y = y;

   rubberbandRectangle.left = mousedown.x;
   rubberbandRectangle.top = mousedown.y;

   dragging = true;
}

function rubberbandStretch(x, y) {
if (rubberbandRectangle.width > 2*context.lineWidth &&

       rubberbandRectangle.height > 2*context.lineWidth) {
if (imageData !== undefined) {

restoreRubberbandPixels();
}

}

setRubberbandRectangle(x, y);

if (rubberbandRectangle.width > 2*context.lineWidth &&
       rubberbandRectangle.height > 2*context.lineWidth) {

updateRubberband();
}

}

(Continues)
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Example 4.9  (Continued)

function rubberbandEnd() {
// Draw and scale image to the onscreen canvas. 

   context.drawImage(canvas,
                     rubberbandRectangle.left + context.lineWidth*2,
                     rubberbandRectangle.top + context.lineWidth*2,
                     rubberbandRectangle.width - 4*context.lineWidth,
                     rubberbandRectangle.height - 4*context.lineWidth,

0, 0, canvas.width, canvas.height);
   dragging = false;
   imageData = undefined;
}

// Event handlers......................................................

canvas.onmousedown = function (e) {
var loc = windowToCanvas(canvas, e.clientX, e.clientY);

   e.preventDefault();
rubberbandStart(loc.x, loc.y);

};

canvas.onmousemove = function (e) {
var loc;

if (dragging) {
      loc = windowToCanvas(canvas, e.clientX, e.clientY);

rubberbandStretch(loc.x, loc.y);
}

};

canvas.onmouseup = function (e) {
rubberbandEnd();

};

// Initialization......................................................

image.src = 'arch.png';
image.onload = function () {
   context.drawImage(image, 0, 0, canvas.width, canvas.height);
};

resetButton.onclick = function(e) {
    context.clearRect(0, 0, canvas.width, canvas.height);
    context.drawImage(image, 0, 0, canvas.width, canvas.height);
};

context.strokeStyle = 'navy';
context.lineWidth = 1.0;
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TIP: Rubberband alternatives

Section 1.8.1, “Invisible HTML Elements,” on p. 41 discussed an application that
implemented rubber bands by floating an empty span with a visible border on
top of a canvas. As the user drags the mouse, that application resizes the span
to produce the rubberband effect.

The rubberbanding implementation in this section is a little more complicated
and a little less efficient than the span rubberbanding implementation. By imple-
menting rubberbanding in the canvas itself, however, we can add other effects,
such as modifying the transparency of the selected pixels, as illustrated in
Figure 4.11 on p. 286.

4.5.1.1 ImageData Objects
The rubberband application discussed in Section 4.5.1, “Accessing Image Data,”

on p. 276 calls getImageData() to obtain a reference to an ImageData object. The

application subsequently passes that object to putImageData() to erase the last

rubber band.

ImageData objects returned from getImageData() have the following three

properties:

• width: The width of the image data, in device pixels

• height: The height of the image data, also in device pixels

• data: An array of values representing device pixels

The width and height properties are both read-only unsigned longs. The data
attribute is an array of 8-bit integer values representing color components for

each device pixel in the image data. We look more closely at ImageData objects

in Section 4.5.2, “Modifying Image Data,” on p. 285.

NOTE: Device pixels vs. CSS pixels

For higher image fidelity, browsers may use multiple device pixels for each CSS
pixel. For example, you may have a 200-pixel square canvas, for a total of
40,000 CSS pixels, but if the browser represents each CSS pixel with 2 device
pixels, you would have 160,000 (400×400) device pixels. You can find out how
many device pixels you have with the ImageData object’s width and height
properties.
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4.5.1.2 Image Data Partial Rendering: putImageData’s Dirty Rectangle
For every mouse move event as the user drags the mouse, the rubberband

application discussed in Section 4.5.1, “Accessing Image Data,” on p. 276 calls

putImageData() to erase the previous rubber band, and then, before the application

draws the rubber band, it calls getImageData() to capture pixels at the new mouse

location.

That’s a valid implementation, but it has one drawback: getImageData() can be

slow, and the rubberband application calls it every time the user moves the

mouse. Under most circumstances the canvas will be fast enough that calling

getImageData() repeatedly is inconsequential; however, if the application is

running on a low-powered device, such as a cell phone or a tablet computer, the

price that you pay for calling getImageData() could become a performance

concern.

There is a more efficient implementation: Call getImageData() only once for each

mouse down event and capture all the pixels in the canvas. Subsequently, invoke

putImageData() for every mouse move event, copying only the pertinent rectangle

from the image data to the canvas. That implementation results in a substantial

reduction in the number of calls to getImageData().

The more efficient implementation is made possible by four optional arguments

to putImageData() that let you specify a dirty rectangle, meaning a rectangle,

within the image data, that the browser copies to the canvas: putImageData(
HTMLImage, dx, dy, dirtyX, dirtyY, dirtyWidth, dirtyHeight).

Figure 4.10 shows how the seven-argument version of putImageData() copies a

subset of an image’s data into a canvas.

The dx and dy arguments to putImageData() represent the destination X and Y

offsets, in CSS pixels, from the top-left corner of the canvas. The browser places

the upper-left corner of the image data at those offsets, and from there it calculates

the location in the canvas of the dirty rectangle within the image data.

The last four arguments to putImageData() represent the dirty rectangle in device

pixels. When the browser copies the dirty rectangle into the canvas, it converts

those device pixels into CSS pixels, as illustrated in Figure 4.10.

You can easily modify the rubberband application discussed in Section 4.5.1,

“Accessing Image Data,” on p. 276 to capture all the canvas’s pixels for each

mouse down event, and then subsequently copy only the rubberband rectangle

from those pixels as the user drags the mouse. Example 4.10 shows the necessary

modifications to captureRubberbandPixels() and restoreRubberbandPixels().
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Figure 4.10 putImageData()’s dirty rectangle

Example 4.10 Capturing a canvas’s pixels

function captureRubberbandPixels() {
// Capture the entire canvas

   imageData = context.getImageData(0, 0, canvas.width, canvas.height);
}

function restoreRubberbandPixels() {
var deviceWidthOverCSSPixels = imageData.width / canvas.width,

       deviceHeightOverCSSPixels = imageData.height / canvas.height;

// Put data for the rubberband rectangle, scaled to device pixels

   context.putImageData(imageData, 0, 0,
      rubberbandRectangle.left,
      rubberbandRectangle.top,
      rubberbandRectangle.width * deviceWidthOverCSSPixels,
      rubberbandRectangle.height * deviceHeightOverCSSPixels);
}
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The getImageData() and putImageData() methods are summarized in Table 4.2.

Table 4.2 CanvasRenderingContext2D image manipulation methods

DescriptionMethod

Returns an ImageData object that

contains a data array of 4×w×h

integers, where w and h are the

width and height of the image in

device pixels. You can find out the

width and height with ImageData’s

width and height attributes.

An ImageData object’s data array

contains four integers per pixel, one

each for red, green, blue, and the

transparency of each pixel, known

as the alpha value.

Realize that the width of the

ImageData object returned from

getImageData() is not necessarily

the same as the width that you pass

to getImageData(). That’s because

the former represents device pixels,

whereas the latter represents CSS

pixels.

getImageData(in double sx, in double
sy, in double sw, in double sh)

Puts image data into a canvas at

(dx,dy), where (dx,dy) are in CSS

pixels. The dirty rectangle represents

the region of the image data that the

browser will copy to the onscreen

canvas. You specify that rectangle in

device pixels.

putImageData(in ImageData imagedata,
in double dx, in double dy, in
optional double dirtyX, in double
dirtyY, in double dirtyWidth, in
double dirtyHeight);

TIP: putImageData() is not affected by global settings

When you put image data into a canvas with putImageData(), that image
data is unaffected by global canvas settings, such as globalAlpha and
globalCompositeOperation.The browser also does not perform compositing,
alpha blending, or application of shadows.That’s the opposite of drawImage(),
which is affected by all those things.
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TIP: The putImageData() method’s optional arguments

The last four arguments to putImageData() represent a dirty rectangle within
that image data. The idea is that the dirty rectangle has been modified in some
manner and subsequently needs to be copied to a location inside a canvas.

Those arguments are optional, so they have defaults when you do not specify
them. Here is a summary of those arguments, and their default values:

• The horizontal offset from the upper-left corner of the image data, in device
pixels. Default: 0.

• The vertical offset from the upper-left corner of the image data, in device
pixels. Default: 0.

• The width of the dirty rectangle, in device pixels. Default: Width of the
image data.

• The height of the dirty rectangle, in device pixels. Default: Height of the
image data.

CAUTION: putImageData() requires both device and CSS pixels

When you call putImageData() with all seven arguments, you specify both an
offset into the canvas (with the second and third arguments), and a dirty
rectangle inside the image data that you want to copy into the canvas (the final
four arguments).

You specify the canvas offset in CSS pixels, whereas you specify the image
data’s dirty rectangle in device pixels. If you inadvertently use the same units
for both, putImageData() may not work as you expect.

4.5.2 Modifying Image Data
You’ve seen how to use getImageData() and putImageData() to store and retrieve

image data. Now let’s look at how you can modify image data.

Figure 4.11 shows a rubberband implementation that modifies the transparency

of every pixel in the rubberband rectangle.

To temporarily increase the transparency of pixels within the rubberband rectan-

gle, the application shown in Figure 4.11 uses two ImageData objects, both of

which are the same size as the canvas.
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Figure 4.11 Rubber bands, with effects

One of the ImageData objects contains a snapshot of the canvas when the user

last pressed the mouse. The other ImageData object contains a copy of that snap-

shot; however, the transparency of the copy is double the transparency of the

original snapshot, as shown in Figure 4.12.

As the user drags the mouse, the application does three things:

1. Restores the entire canvas from the background snapshot (Figure 4.12, top)

to erase the previous rubber band

2. Copies the rubberband rectangle from the more transparent copy (Figure 4.12,

bottom) to the onscreen canvas

3. Strokes the rubberband rectangle
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Figure 4.12 Two image data objects. Top: the image used for the background; bottom: the
image used for the rubberband rectangle

4.5.2.1 Creating ImageData Objects with createImageData()
When the application shown in Figure 4.11 starts, it calls createImageData() to

create an ImageData object. Subsequently, when the user presses the mouse,

the application initializes that image data in captureCanvasPixels() as shown

in Example 4.11.

When it detects a mouse down event, the application calls getImageData() to

grab all the pixels in the canvas. Then the copyCanvasPixels() function copies

those pixels into the previously allocated imageDataCopy, doubling the trans-

parency of each pixel along the way. So, after each mouse down event, the appli-

cation has image data for the canvas and a more transparent copy of that data.
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Example 4.11 Creating and initializing an ImageData object

var canvas = document.getElementById('canvas'),
    context = canvas.getContext('2d'),

    image = new Image(),
    imageData,
    imageDataCopy = context.createImageData(canvas.width, canvas.height),
    ...

// Functions...........................................................
...

function copyCanvasPixels() {
// Copy imageData into imageDataCopy, doubling the transparency
// of each pixel in the array.

}

function captureCanvasPixels() {
   imageData = context.getImageData(0, 0, canvas.width, canvas.height);

copyCanvasPixels();
}
...

function rubberbandStart(x, y) {
   ...

captureCanvasPixels();
}

// Event handlers......................................................

canvas.onmousedown = function (e) {
var loc = windowToCanvas(canvas, e.clientX, e.clientY);

   e.preventDefault();
rubberbandStart(loc.x, loc.y);

};
...

In Example 4.11, it’s the copyCanvasPixels() method that modifies image data

to create a more transparent copy of the pixels in the canvas. In the next section,

we look more closely at that method.

4.5.2.1.1 The Image Data Array
The data property of an ImageData object is a reference to an array of 8-bit integers,

with values from 0 to 255, each representing the red, green, blue, and alpha values

of a pixel, as shown in Figure 4.13.
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Figure 4.13 The image data array whose length is n

The application shown in Figure 4.11 copies image data representing the entire

canvas to a separate ImageData object, with the following function:

function copyCanvasPixels() {
var i=0;

// Copy red, green, and blue components of the first pixel

for (i=0; i < 3; i++) {
      imageDataCopy.data[i] = imageData.data[i];

}

// Starting with the alpha component of the first pixel,
// copy imageData, but make the copy more transparent

for (i=3; i < imageData.data.length - 4; i+=4) {
      imageDataCopy.data[i] = imageData.data[i] / 2; // Alpha
      imageDataCopy.data[i+1] = imageData.data[i+1]; // Red
      imageDataCopy.data[i+2] = imageData.data[i+2]; // Green
      imageDataCopy.data[i+3] = imageData.data[i+3]; // Blue

}
}

2894.5 Manipulating Images



The preceding code copies each pixel’s red, green, and blue components and

doubles the transparency of each pixel. The code loops through the array, jumping

over four integers every time through the loop. In the body of the loop, the code

copies the next four values from the array, cutting the alpha value for each pixel

in half.

The complete JavaScript for the application shown in Figure 4.11 on p. 286 is

listed in Example 4.12.

Example 4.12 A rubber band that modifies image data

var canvas = document.getElementById('canvas'),
    context = canvas.getContext('2d'),

    resetButton = document.getElementById('resetButton'),

    image = new Image(),
    imageData,
    imageDataCopy = context.createImageData(canvas.width, canvas.height),

    mousedown = {},
    rubberbandRectangle = {},
    dragging = false;

// Functions...........................................................

function windowToCanvas(canvas, x, y) {
var canvasRectangle = canvas.getBoundingClientRect();
return { x: x - canvasRectangle.left,

            y: y - canvasRectangle.top };
}

function copyCanvasPixels() {
var i=0;

// Copy red, green, and blue components of the first pixel
for (i=0; i < 3; i++) {

      imageDataCopy.data[i] = imageData.data[i];
}

// Starting with the alpha component of the first pixel,
// copy imageData, and make the copy more transparent
for (i=3; i < imageData.data.length - 4; i+=4) {

      imageDataCopy.data[i] = imageData.data[i] / 2; // Alpha
      imageDataCopy.data[i+1] = imageData.data[i+1]; // Red
      imageDataCopy.data[i+2] = imageData.data[i+2]; // Green
      imageDataCopy.data[i+3] = imageData.data[i+3]; // Blue

}
}
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function captureCanvasPixels() {
   imageData = context.getImageData(0, 0, canvas.width, canvas.height);

copyCanvasPixels();
}

function restoreRubberbandPixels() {
var deviceWidthOverCSSPixels = imageData.width / canvas.width,

       deviceHeightOverCSSPixels = imageData.height / canvas.height;

// Restore the canvas to what it looked like when the mouse went down

   context.putImageData(imageData, 0, 0);

// Put the more transparent image data into the rubberband rectangle

   context.putImageData(imageDataCopy, 0, 0,

      rubberbandRectangle.left + context.lineWidth,
      rubberbandRectangle.top + context.lineWidth,

(rubberbandRectangle.width - 2*context.lineWidth)
* deviceWidthOverCSSPixels,

(rubberbandRectangle.height - 2*context.lineWidth)
* deviceHeightOverCSSPixels);

}

function setRubberbandRectangle(x, y) {
   rubberbandRectangle.left = Math.min(x, mousedown.x);
   rubberbandRectangle.top = Math.min(y, mousedown.y);
   rubberbandRectangle.width = Math.abs(x - mousedown.x),
   rubberbandRectangle.height = Math.abs(y - mousedown.y);
}

function drawRubberband() {
   context.strokeRect(rubberbandRectangle.left + context.lineWidth,
                      rubberbandRectangle.top + context.lineWidth,
                      rubberbandRectangle.width - 2*context.lineWidth,
                      rubberbandRectangle.height - 2*context.lineWidth);
}

function rubberbandStart(x, y) {
   mousedown.x = x;
   mousedown.y = y;

   rubberbandRectangle.left = mousedown.x;
   rubberbandRectangle.top = mousedown.y;

(Continues)

2914.5 Manipulating Images



Example 4.12  (Continued)

   rubberbandRectangle.width = 0;
   rubberbandRectangle.height = 0;

   dragging = true;

captureCanvasPixels();
}

function rubberbandStretch(x, y) {
if (rubberbandRectangle.width > 2*context.lineWidth &&

       rubberbandRectangle.height > 2*context.lineWidth) {
if (imageData !== undefined) {

restoreRubberbandPixels();
}

}

setRubberbandRectangle(x, y);

if (rubberbandRectangle.width > 2*context.lineWidth &&
       rubberbandRectangle.height > 2*context.lineWidth) {

drawRubberband();
}

}

function rubberbandEnd() {
   context.putImageData(imageData, 0, 0);

// Draw the canvas back into itself, scaling along the way
   context.drawImage(canvas,
                     rubberbandRectangle.left + context.lineWidth*2,
                     rubberbandRectangle.top + context.lineWidth*2,
                     rubberbandRectangle.width - 4*context.lineWidth,
                     rubberbandRectangle.height - 4*context.lineWidth,

0, 0, canvas.width, canvas.height);

   dragging = false;
   imageData = undefined;
}

// Event handlers......................................................

canvas.onmousedown = function (e) {
var loc = windowToCanvas(canvas, e.clientX, e.clientY);

   e.preventDefault();
rubberbandStart(loc.x, loc.y);

};
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canvas.onmousemove = function (e) {
var loc;

if (dragging) {
      loc = windowToCanvas(canvas, e.clientX, e.clientY);

rubberbandStretch(loc.x, loc.y);
}

};

canvas.onmouseup = function (e) {
rubberbandEnd();

};

// Initialization......................................................

image.src = 'arch.png';
image.onload = function () {
   context.drawImage(image, 0, 0, canvas.width, canvas.height);
};

resetButton.onclick = function(e) {
    context.clearRect(0, 0, canvas.width, canvas.height);
    context.drawImage(image, 0, 0, canvas.width, canvas.height);
};

context.strokeStyle = 'navy';
context.lineWidth = 1.0;

NOTE: Canvas specification update: Image data is an ArrayBuffer

In this section you saw how to access an array of eight-bit integers representing
the red, green, blue, and alpha color components for pixels in an image. You
reference that array through the data property of the ImageData object returned
from getImageData().

As this book went to press, the W3C changed the type of that reference to a
TypedArray. Typed arrays are data buffers that can be read by views. The idea
is that one data buffer can be read in different formats.

Technically, the image data array must be an ArrayBuffer, and the reference
to the array must be a Uint8ClampedArray. You can read more about typed
arrays at https://developer.mozilla.org/en/JavaScript_typed_arrays.

In practice, the change to the Canvas specification will not cause you to rewrite
your code, because you will continue to access the image data array as an array.
But under the covers, the array will be more flexible and efficient.
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4.5.2.2 Image Data Looping Strategies
Given the following:

var canvas = document.getElementById('canvas'),
    context = canvas.getContext('2d'),
    imagedata = context.getImageData(0,0,canvas.width,canvas.height),
    data = imagedata.data,
    length = imagedata.data.length,
    width = imagedata.width,
    index = 0,
    value;

Here are some ways to loop through image data:

Loop over every pixel:

for (var index=0; index < length; ++i) {
   value = data[index];
}

Loop backwards:

index = length-1;
while (index >= 0) {
   value = data[index];
   index--;
}

Only process alpha, not red, green, or blue:

for(index=3; index < length; index+=4) {
   data[index] = ...; // Alpha
}

Process red, green, and blue, but not alpha:

for(index=0; index < length; index+=4) {
   data[index] = ...; // Red
   data[index+1] = ...; // Green
   data[index+2] = ...; // Blue
}

See Section 4.9, “Performance,” on p. 315 for more information about looping

over image data and performance.
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4.5.2.3 Filtering Images
Now that you know how to manipulate the individual pixels of an image, let’s

see how to implement image filters. Figure 4.14 shows two filters, a negative filter

and black-and-white filter, which are listed in Example 4.13 and Example 4.14,

respectively.

Figure 4.14 Top: Original image. Bottom: Negative and Black-and-white filters

Both the negative and black-and-white filters loop over the image data by leaping

over four values at a time, which consistently lands on the red value of a particular

pixel. Inside the loop, the filters change the red, green, and blue values of the pixel.

That algorithm leaves the alpha values of all the pixels unchanged.

The negative filter sets the red, green, and blue values of each pixel to 255

minus the current value; that setting inverts the colors.

The black-and-white filter takes the average of the red, green, and blue values of

each pixel, and assigns that average to each of the values; that process drains the

color from the image.
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Example 4.13 A negative filter

var image = new Image(),
    canvas = document.getElementById('canvas'),
    context = canvas.getContext('2d'),
    negativeButton = document.getElementById('negativeButton');

negativeButton.onclick = function() {
var imagedata =

          context.getImageData(0, 0, canvas.width, canvas.height),
       data = imagedata.data;

for(i=0; i <= data.length - 4; i+=4) {
      data[i] = 255 - data[i]
      data[i+1] = 255 - data[i+1];
      data[i+2] = 255 - data[i+2];

}
   context.putImageData(imagedata, 0, 0);
};

image.src = 'curved-road.png';
image.onload = function() {
   context.drawImage(image, 0, 0, image.width, image.height, 0, 0,
                     context.canvas.width, context.canvas.height);
};

Example 4.14 A black-and-white filter

var image = new Image(),
    canvas = document.getElementById('canvas'),
    context = canvas.getContext('2d'),
    drawInColorToggleCheckbox =
       document.getElementById('drawInColorToggleCheckbox');

function drawInBlackAndWhite() {
var data = undefined,

       i = 0;

   imagedata = context.getImageData(0, 0, canvas.width, canvas.height);
   data = imagedata.data;

for(i=0; i < data.length - 4; i+=4) {
      average = (data[i] + data[i+1] + data[i+2]) / 3;
      data[i] = average;
      data[i+1] = average;
      data[i+2] = average;

}
   context.putImageData(imagedata, 0, 0);
}
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function drawInColor() {
   context.drawImage(image, 0, 0,
      image.width, image.height, 0, 0,
      context.canvas.width, context.canvas.height);
}

colorToggleCheckbox.onclick = function() {
if (colorToggleCheckbox.checked) {

drawInColor();
}
else {

drawInBlackAndWhite();
}

};

image.src = 'curved-road.png';
image.onload = function() {

drawInColor();
};

4.5.2.4 Device Pixels vs. CSS Pixels, Redux
Some image filters, such as the embossing filter shown in Figure 4.15, take into

account the width of the image data they filter. For example, the embossing filter

Figure 4.15 An embossing filter
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calculates pixel colors with a simple equation that uses the color values of the

current pixel, the pixel to the current pixel’s immediate right, and the pixel in

the next row underneath the current pixel. The width of the image data is needed

to calculate the location, in the image data array, of that pixel in the next row.

The gist of the application shown in Figure 4.15 is this:

function emboss() {
var imagedata, data, length, width;

   imagedata = context.getImageData(0, 0, canvas.width, canvas.height);
   data = imagedata.data;
   width = imagedata.width;
   length = data.length;

for (i=0; i < length; i++) {
if ((i+1) % 4 !== 0) {

// Use imagedata.width instead of the width you pass
// to getImageData(). Most of the time the two values
// are the same, but if the browser uses multiple device
// pixels per CSS pixel, only imagedata.width represents
// the true width of the image data.

         data[i] = 255/2 // Average value
+ 2*data[i] // Current pixel
- data[i+4] // Next pixel
- data[i+width*4]; // Pixel underneath

}
}

   context.putImageData(imagedata, 0, 0);
}

The preceding function smears all the pixels in the image to a muddy gray, and

then uses a technique known as edge detection to intensify that gray when a

sudden change in color—an edge—is detected. The algorithm that implements

the edge detection calculates pixel colors with the current pixel, the pixel to the

right of the current pixel, and the pixel underneath the current pixel.

However, the preceding function does not account for boundary conditions. For

example, the last row of pixels does not have another row underneath it, and the

rightmost pixel in a row does not have another pixel to the right of it. The emboss()
function listed in Example 4.15, which is the JavaScript for the application shown

in Figure 4.15, takes those boundary conditions into account.
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Example 4.15 An embossing filter

var image = new Image(),
    canvas = document.getElementById('canvas'),
    context = canvas.getContext('2d'),
    embossButton = document.getElementById('embossButton'),
    embossed = false;

// Functions...........................................................

function emboss() {
var imagedata, data, length, width, index=3;

   imagedata = context.getImageData(0, 0, canvas.width, canvas.height);
   data = imagedata.data;
   width = imagedata.width;
   length = data.length;

for (i=0; i < length; i++) { // Loop through every pixel

// If we won't overrun the bounds of the array

if (i <= length-width*4) {

// If it's not an alpha 

if ((i+1) % 4 !== 0) {

// If it's the last pixel in the row, there is no pixel
// to the right, so copy previous pixel's values.

if ((i+4) % (width*4) == 0) {
               data[i] = data[i-4];
               data[i+1] = data[i-3];
               data[i+2] = data[i-2];
               data[i+3] = data[i-1];
               i+=4;

}
else { // Not the last pixel in the row

               data[i] = 255/2 // Average value
+ 2*data[i] // Current pixel
- data[i+4] // Next pixel
- data[i+width*4]; // Pixel underneath

}
}

}

(Continues)
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Example 4.15  (Continued)

else { // Last row, no pixels underneath, so copy pixel above
if ((i+1) % 4 !== 0) {

            data[i] = data[i-width*4];
}

}
}

   context.putImageData(imagedata, 0, 0);
}

function drawOriginalImage() {
   context.drawImage(image, 0, 0,
                     image.width, image.height,

0, 0, canvas.width, canvas.height);
}

embossButton.onclick = function() {
if (embossed) {

      embossButton.value = 'Emboss';
drawOriginalImage();

      embossed = false;
}
else {

      embossButton.value = 'Original image';
emboss();

      embossed = true;
}

};

// Initialization......................................................

image.src = 'curved-road.png';
image.onload = function() {

drawOriginalImage();
};

The image manipulation examples that we’ve looked at in this chapter use small,

simple images, and therefore they have no performance issues. However, if you

are using complicated algorithms on relatively large images, you don’t want to

lock up the browser while you are performing those algorithms. Let’s see what

we can do to fix that case.
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4.5.2.5 Image Processing Web Workers
It’s quite possible that you may run into performance issues when you process

images; for example, you may be processing large images on an underpowered

cell phone. If performance is an issue, you may want to consider offloading image

processing to web workers.

Browsers execute JavaScript on the main thread, which means that long running

scripts can make an application feel sluggish. Fortunately, HTML5 lets you use

web workers to execute code on a different thread. The application shown in

Figure 4.16 and listed in Example 4.16 applies a sunglass filter to its image, using

a web worker to do the actual image manipulation.

Figure 4.16 A sunglass filter

The main thread creates the worker with the statement sunglassFilter = new
Worker('sunglassFilter.js'). The filename passed to the Worker constructor

specifies a file that contains the worker’s JavaScript.
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Example 4.16 The main thread

var image = new Image(),
    canvas = document.getElementById('canvas'),
    context = canvas.getContext('2d'),
    sunglassButton = document.getElementById('sunglassButton'),
    sunglassesOn = false,
    sunglassFilter = new Worker('sunglassFilter.js');

// Functions...........................................................

function putSunglassesOn() {
   sunglassFilter.postMessage(
      context.getImageData(0, 0, canvas.width, canvas.height);

   sunglassFilter.onmessage = function (event) {
       context.putImageData(event.data, 0, 0);

};
}

function drawOriginalImage() {
   context.drawImage(image, 0, 0,
                     image.width, image.height, 0, 0,
                     canvas.width, canvas.height);
}

// Event handlers......................................................

sunglassButton.onclick = function() {
if (sunglassesOn) {

      sunglassButton.value = 'Sunglasses';
drawOriginalImage();

      sunglassesOn = false;
}
else {

      sunglassButton.value = 'Original picture';
putSunglassesOn();

      sunglassesOn = true;
}

};

// Initialization......................................................

image.src = 'curved-road.png';
image.onload = function() {

drawOriginalImage();
};
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The main thread interacts with the worker in putSunglassesOn(), which posts a

message to the worker, passing the worker the image data from the canvas, and

then sets the worker’s onmessage property. Subsequently, after the worker manip-

ulates the pixels of the image and posts a message of its own, the browser invokes

the worker’s onmessage() method. In our case, that method puts the image data

modified by the worker back into the canvas.

The worker is listed in Example 4.17. It implements an image filter that darkens

color and sharpens contrast. After filtering the image data that it was passed, the

web worker posts the modified image data, which is received by the main thread.

Example 4.17 sunglassFilter.js: The web worker

onmessage = function (event) {
var imagedata = event.data,

       data = imagedata.data,
       length = data.length,
       width = imagedata.width;

for (i=0; i < length; ++i) {
if ((i+1) % 4 != 0) {

if ((i+4) % (width*4) == 0) { // Last pixel in a row
            data[i] = data[i-4];
            data[i+1] = data[i-3];
            data[i+2] = data[i-2];
            data[i+3] = data[i-1];
            i+=4;

}
else {

           data[i] = 2*data[i] - data[i+4] - 0.5*data[i+4];
}

}
}

postMessage(imagedata);
};

Recall that workers are useful because you can put long-running code on another

thread, which helps to keep the browser responsive. But image manipulation

web workers are useful for another reason: They encapsulate an image manipu-

lation algorithm, and therefore they are reusable. In fact, let’s see how to reuse

the web worker listed in Example 4.17.
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4.6 Clipping Images
The application shown in Figure 4.17 takes the application shown in Figure 4.16

to its logical conclusion.

The sunglasses application, which is listed in Example 4.18, uses web workers,

image manipulation, an offscreen canvas, clipping, and the Canvas drawing APIs.

At a high level, here’s how it works:

var sunglassFilter = new Worker('sunglassFilter.js');
   ...
   imagedata = context.getImageData(0, 0, canvas.width, canvas.height);
   sunglassFilter.postMessage(imagedata);

   sunglassFilter.onmessage = function(event) {
      offscreenContext.putImageData(event.data, 0, 0);

drawLenses(leftLensLocation, rightLensLocation);
drawWire(center);
drawConnectors(center);

};
   ...

The application gets the image data from the canvas and subsequently posts it

to the sunglass web worker listed in Example 4.17.

The web worker filters the image data, making the image darker with higher

contrast, and subsequently posts the modified image data. That post causes the

browser to call the worker’s onmessage() method. That method, as you can see

in the preceding code snippet, copies the modified pixels into an offscreen canvas

and then draws the lens, the wire, and the connectors.

The drawLenses() method saves the context and begins a path. Then it adds the

two circles representing the lenses to the path, sets the clipping region to that

path, and draws the offscreen canvas onscreen. Because clipping is set to the two

circles, that’s the only part of the canvas that’s affected when the offscreen canvas

is drawn on screen. The drawLenses() method ends by restoring the context, and

that resets the clipping region to whatever it was before the call to context.clip().

The drawWire() and drawConnectors() methods in Example 4.18 use the Canvas

drawing APIs to draw the wire and connectors, respectively.
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Figure 4.17 Sunglasses

Example 4.18 Sunglasses: image manipulation, an offscreen canvas, and clipping

var image = new Image(),
    canvas = document.getElementById('canvas'),
    context = canvas.getContext('2d'),

    offscreenCanvas = document.createElement('canvas'),
    offscreenContext = offscreenCanvas.getContext('2d'),

    sunglassButton = document.getElementById('sunglassButton'),
    sunglassesOn = false,
    sunglassFilter = new Worker('sunglassFilter.js'),

    LENS_RADIUS = canvas.width/5;

// Functions...........................................................

(Continues)
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Example 4.18  (Continued)

function drawLenses(leftLensLocation, rightLensLocation) {
   context.save();
   context.beginPath();

   context.arc(leftLensLocation.x, leftLensLocation.y,
               LENS_RADIUS, 0, Math.PI*2, false);
   context.stroke();

moveTo(rightLensLocation.x, rightLensLocation.y);

   context.arc(rightLensLocation.x, rightLensLocation.y,
               LENS_RADIUS, 0, Math.PI*2, false);
   context.stroke();

   context.clip();

   context.drawImage(offscreenCanvas, 0, 0,
                     canvas.width, canvas.height);
   context.restore();
}

function drawWire(center) {
   context.beginPath();
   context.moveTo(center.x - LENS_RADIUS/4, center.y - LENS_RADIUS/2);

   context.quadraticCurveTo(center.x, center.y - LENS_RADIUS+20,
                            center.x + LENS_RADIUS/4,
                            center.y - LENS_RADIUS/2);
   context.stroke();
}

function drawConnectors(center) {
   context.beginPath();

   context.fillStyle = 'silver';
   context.strokeStyle = 'rgba(0,0,0,0.4)';
   context.lineWidth = 2;

   context.arc(center.x - LENS_RADIUS/4, center.y - LENS_RADIUS/2,
4, 0, Math.PI*2, false);

   context.fill();
   context.stroke();

   context.beginPath();
   context.arc(center.x + LENS_RADIUS/4, center.y - LENS_RADIUS/2,

4, 0, Math.PI*2, false);
   context.fill();
   context.stroke();
}
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function putSunglassesOn() {
var imagedata,

       center = {
         x: canvas.width/2,
         y: canvas.height/2

},
       leftLensLocation = {
         x: center.x - LENS_RADIUS - 10,
         y: center.y

},
       rightLensLocation = {
         x: center.x + LENS_RADIUS + 10,
         y: center.y

},

   imagedata = context.getImageData(0, 0,
                                    canvas.width, canvas.height);

   sunglassFilter.postMessage(imagedata);

   sunglassFilter.onmessage = function(event) {
      offscreenContext.putImageData(event.data, 0, 0);

drawLenses(leftLensLocation, rightLensLocation);
drawWire(center);
drawConnectors(center);

};
}

function drawOriginalImage() {
   context.drawImage(image, 0, 0, image.width, image.height,

0, 0, canvas.width, canvas.height);
}

// Event handlers......................................................

sunglassButton.onclick = function() {
if (sunglassesOn) {

      sunglassButton.value = 'Sunglasses';
drawOriginalImage();

      sunglassesOn = false;
}
else {

      sunglassButton.value = 'Original picture';
putSunglassesOn();

      sunglassesOn = true;
}

};

(Continues)
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Example 4.18  (Continued)

offscreenCanvas.width = canvas.width;
offscreenCanvas.height = canvas.height;

// Initialization......................................................

image.src = 'curved-road.png';
image.onload = function() {

drawOriginalImage();
};

Now that you know how to manipulate images with the Canvas API, let’s see

how we can put image manipulation into motion.

4.7 Animating Images
You can animate images by successively applying image filters over a period of

time. For example, the application in Figure 4.18 fades an image.

The application uses setInterval() to repeatedly decrease the alpha channel

of every pixel in the image until the image fades from view.

When the user clicks the Fade Out button, the application starts an animation

that cycles 25 times. Each cycle runs at 60 frames per second, so the entire

animation takes about 1/2 second.

The tricky part about the fadeout animation is that different pixels may have

different alpha values to begin with, and therefore, for every step in the animation,

the application must decrease the alpha value for different pixels differently,

depending on their initial value. To facilitate this variable-alpha-channel

reduction, the application takes a snapshot of all the image’s original pixels with

getImageData(), and subsequently consults those initial values when calculating

how much to decrease a pixel’s alpha for a given step in the animation.

The application shown in Figure 4.18 listed in Example 4.19.
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Figure 4.18 Fading an image out of a canvas

Example 4.19 Fading an image out of a canvas

var image = new Image(),
    canvas = document.getElementById('canvas'),
    context = canvas.getContext('2d'),
    fadeButton = document.getElementById('fadeButton'),
    originalImageData = null,
    interval = null;

// Functions...........................................................

(Continues)
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Example 4.19  (Continued)

function increaseTransparency(imagedata, steps) {
var alpha, currentAlpha, step, length = imagedata.data.length;

for (var i=3; i < length; i+=4) { // For every alpha component
      alpha = originalImageData.data[i];

if (alpha > 0 && imagedata.data[i] > 0) { // Not transparent yet
         currentAlpha = imagedata.data[i];
         step = Math.ceil(alpha/steps);

if (currentAlpha - step > 0) { // Not too close to the end
            imagedata.data[i] -= step; // Increase transparency

}
else {

            imagedata.data[i] = 0; // End: totally transparent
}

}
}

}

function fadeOut(context, imagedata, x, y,
                 steps, millisecondsPerStep) {

var frame = 0,
       length = imagedata.data.length;

   interval = setInterval(function () { // Once every millisecondsPerStep
      frame++;

if (frame > steps) { // Animation is over
clearInterval(interval); // End animation
animationComplete(); // Put picture back in 1s

}
else {
increaseTransparency(imagedata, steps);

         context.putImageData(imagedata, x, y);
}

}, millisecondsPerStep);
}

// Animation...........................................................

function animationComplete() {
setTimeout(function() {

      context.drawImage(image, 0, 0, canvas.width, canvas.height);
}, 1000);

}
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// Event handlers......................................................

fadeButton.onclick = function() {
fadeOut(context,

      context.getImageData(0, 0, canvas.width, canvas.height),
0, 0, 20, 1000/60);

};

// Initialization......................................................

image.src = 'log-crossing.png';
image.onload = function() {
   context.drawImage(image, 0, 0, canvas.width, canvas.height);
   originalImageData = context.getImageData(0, 0,
                          canvas.width, canvas.height);
};

TIP: There are easier ways to fade an image

The application shown in Figure 4.18 fades an image by manipulating the alpha
values of each pixel in the image.As is typically the case, there are several ways
to accomplish the same thing with canvas; for example, you could fade the image
by setting the context’s globalAlpha variable and simply drawing the image.

4.7.1 Animating with an Offscreen Canvas
The application shown in Figure 4.18 faded an image from view by repeatedly

increasing the transparency of every pixel in the image. An image’s pixels

may have varying levels of transparencies to begin with, however, so after initially

drawing the image, the application calls getImageData() to capture the image’s

pixels. The application subsequently uses the pixel’s original transparency value

(the alpha value), stored in the image data, to calculate how much to decrease a

pixel’s transparency for each step of the animation.

It would be convenient to use the same algorithm for fading images into view,

by initially taking a snapshot of the image’s pixels and using those alpha values

to determine how much to increase each pixel’s transparency for each step of the

animation. However, when fading an image into view, the image is not initially

displayed, and therefore you cannot capture its pixels.

To capture the image’s pixels before the image is displayed, the application shown

in Figure 4.19 draws the image into an offscreen canvas and captures the pixels

from that canvas.
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Figure 4.19 Fading an image into a canvas

Example 4.20 lists the application shown in Figure 4.19 in its entirety.

Example 4.20 Fading an image into a canvas

var image = new Image(),
    canvas = document.getElementById('canvas'),
    context = canvas.getContext('2d'),
    offscreenCanvas = document.createElement('canvas'),
    offscreenContext = offscreenCanvas.getContext('2d'),
    fadeButton = document.getElementById('fadeButton'),
    imagedata,
    imagedataOffscreen,
    interval = null;

// Functions...........................................................
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function increaseTransparency(imagedata, steps) {
var alpha,

       currentAlpha,
       step,
       length = imagedata.data.length;

for (var i=3; i < length; i+=4) { // For every alpha component
      alpha = imagedataOffscreen.data[i];

if (alpha > 0) {
         currentAlpha = imagedata.data[i];
         step = Math.ceil(alpha/steps);

if (currentAlpha + step <= alpha) { // Not at original alpha yet
            imagedata.data[i] += step; // Increase transparency

}
else {

            imagedata.data[i] = alpha; // End: original transparency
}

}
}

}

function fadeIn(context, imagedata, steps, millisecondsPerStep) {
var frame = 0;

for (var i=3; i < imagedata.data.length; i+=4) { // For every alpha 
      imagedata.data[i] = 0;

}

   interval = setInterval(function () { // Every millisecondsPerStep
      frame++;

if (frame > steps) {
clearInterval(interval);

}
else {
increaseTransparency(imagedata, steps);

         context.putImageData(imagedata, 0, 0);
}

}, millisecondsPerStep);
}

// Animation...........................................................

(Continues)

3134.7 Animating Images



Example 4.20  (Continued)

function animationComplete() {
setTimeout(function() {

      context.clearRect(0, 0, canvas.width, canvas.height);
}, 1000);

}

// Event handlers......................................................

fadeButton.onclick = function() {
   imagedataOffscreen = offscreenContext.getImageData(0, 0,
                           canvas.width, canvas.height);

fadeIn(context,
          offscreenContext.getImageData(0, 0,
                           canvas.width, canvas.height),

50,
1000 / 60);

};

// Initialization......................................................

image.src = 'log-crossing.png';
image.onload = function() {
   offscreenCanvas.width = canvas.width;
   offscreenCanvas.height = canvas.height;
   offscreenContext.drawImage(image,0,0);
};

4.8 Security
Images are often security risks; for example, you may want to restrict access

to pictures you post to a social network, or a corporation may wish to keep product

prototype pictures under wraps. Or you may be a politician.

So, because of security concerns, the HTML5 Canvas specification lets you draw

images that are not your own (meaning images from other domains), but you

cannot save or manipulate cross-domain images with the Canvas API.

Here’s how Canvas image security works:

Every canvas has a flag called origin-clean whose value is originally true. If

you use drawImage() to draw a cross-domain image, the origin-clean flag is set

to false. Likewise, if you use drawImage() to draw another canvas whose

origin-clean flag is set to false, then the canvas that you are drawing into will

also have its origin-clean flag set to false.
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In and of itself, setting up a canvas’s origin-clean flag to false does not result in

any immediate action, such as throwing an exception. However, if you call

toDataURL() or getImageData() for a canvas whose origin-clean flag is false,

the browser will throw a SECURITY_ERR exception.

The browser considers your file system to be a different domain from the domain

in which your application runs, so, by default, you cannot save or manipulate

images from your own file system. That restriction is not practical during devel-

opment, however, so most browsers provide a workaround. For example, Chrome

lets you specify a command-line argument, --allow-file-access-from-files,

when you start the browser. That argument circumvents that restriction and lets

you save or manipulate cross-domain images. With Firefox, you can call the

following function:

netscape.security.PrivilegeManager.enablePrivilege(
"UniversalBrowserRead");

If you start Chrome from the command line with the --allow-file-access-
from-files command-line argument, your entire application can save or manip-

ulate cross-domain images. If, however, you call the enablePrivilege() method

on Firefox’s PrivilegeManager, requesting the UniversalBrowserRead privilege,

you will only be able to save or manipulate cross-domain images in the same

method in which you made the call to enablePrivilege().

TIP:  Running this book’s examples

You can download the code for all of the examples in this book from
corehtml5canvas.com, or you can run many of the book’s examples online
from that website. If you choose to download the code and run the examples on
your file system, be aware that you will have to take one of the steps mentioned
in this section to relax the cross-domain restrictions to run any of the book’s
examples that use toDataURL() or getImageData() to create or manipulate
images.

4.9 Performance
Performance can be an important consideration when you are manipulating

images. This section discusses three benchmarks from jsperf.com that address

the following performance concerns:

• Looping through image data

• Using drawImage() vs. putImageData()
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• Drawing a canvas instead of an image with drawImage()

• Scaling when you draw images with drawImage()

As always, be aware that the results of any benchmark can change significantly

over time and across different browsers. You should regard all the performance

recommendations that follow as guidelines for your own code, not as fundamental

principles. It’s also a good idea to go to jsperf.com to look the current state of the

benchmarks.

4.9.1 drawImage(HTMLImage) vs. drawImage(HTMLCanvas) vs.
putImageData()
Both drawImage() and putImageData() can draw images into a canvas. At

the time this book was written, drawImage() was considerably faster than

putImageData().

As an added bonus to its performance advantage, drawImage() can do something

that putImageData() cannot: It can draw one canvas into another. The test dis-

cussed in this section illustrates that, on average, you do not pay too high of a

performance penalty drawing a canvas versus drawing an image.

• Prefer drawImage() to putImageData().

• On average, drawing a canvas is on par with drawing an image.

Here’s the setup code:

<canvas width=364 height=126 id="c1"></canvas>
<canvas width=364 height=126 id="c2"></canvas>
<img src='...'/>

<script>
var c1 = document.getElementById('c1').getContext('2d');
var c2 = document.getElementById('c2').getContext('2d');
var c2_c = document.getElementById('c2');
var img = document.getElementById('imgd');

   c1.drawImage(img, 0, 0);
var imgData = c1.getImageData(0, 0, parseInt(img.width),

parseInt(img.height));

function execute(drawMethod) {
for(var i=0; i< 100; i++) {

drawMethod(i);
}

}
</script>
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The test creates a couple of canvases and an image, draws the image in one

of the canvases, and gets a reference to the corresponding image data. The setup

code also implements a function that calls one of three test methods.

The test cases and results are shown in Figure 4.20.

Figure 4.20 drawImage(HTMLImage) vs. drawImage(HTMLCanvas) vs. putImageData();
higher numbers indicate better performance

As you can see from the test cases, putImageData() is almost always slower than

drawImage(), often in a big way. In general then, it’s best to prefer the former

over the latter, all other things being equal.
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4.9.2 Drawing a Canvas vs. Drawing an Image, into a Canvas; Scaled vs. Unscaled
In Section 4.3, “Drawing a Canvas into a Canvas,” on p. 268 you saw how to draw

a canvas into itself, scaling the canvas’s image along the way. As it turns out,

drawing a canvas into itself is expensive, and scaling the canvas’s image along

the way is even more expensive.

• Drawing a canvas into itself is expensive.

• Scaling a canvas can be expensive.

Here’s the setup for this simple test:

<script>
var c = document.createElement('canvas');

   c.width = 256;
   c.height = 256;

var ctx = c.getContext('2d');
   ctx.clearRect(0, 0, c.width, c.height);

var img = new Image(),
   img.src = c.toDataURL();
</script>

Figure 4.21 Drawing a canvas into itself; higher numbers translate to better performance
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The setup code creates a canvas and clears part of it with clear black. Then the

code creates an image and sets the image’s source to the image from the canvas.

The test cases are shown in Figure 4.21.

4.9.3 Looping over Image Data
Image manipulation, by its very nature, is performance intensive. Looping through

an array that can contain a huge amount of data is an expensive operation. Fortu-

nately, there are some things you can do to increase performance when you

manipulate image data in a canvas:

• Avoid accessing object properties in the loop: Store properties in local variables instead.

• Loop over every pixel, not every pixel value.

• Looping backwards and bit-shifting are crap shoots.

• Don’t call getImageData() repeatedly for small amounts of data.

Let’s take a look at a jsPerf test that benchmarks various ways to loop through

image data. First, the setup code:

var canvas = document.createElement('canvas');
canvas.width = 256;
canvas.height = 256;

var ctx = canvas.getContext('2d');
ctx.fillRect(0, 0, 256, 256);

var id = ctx.getImageData(0, 0, 256, 256);
var pixels = id.data;
var length = pixels.length;
var width = id.width;
var height = id.height;

The preceding code creates a canvas element, sets the canvas’s width and height,

and fills the canvas with clear black. The code subsequently uses getImageData()
to get a reference to the canvas’s image data. Finally, the code stores image data

parameters, such as the length and width of the image data array, into local

variables.

Figure 4.22 and Figure 4.23 show the various test cases.

4.9.3.1 Avoid accessing object properties in the loop: Store properties in local variables instead
The first four test cases in Figure 4.22 contrast repeatedly accessing image data

properties, such as width and height, versus storing those values in local variables.

3194.9 Performance



Figure 4.22 Looping over image data (http://bit.ly/novcmK)
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Figure 4.23 Looping over image data statistics; higher numbers indicate better performance
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They also show the difference between looping over the image data with one

loop versus two.

If you loop over the image data in one loop, it makes no difference whether you

access properties or store them in local variables. If you loop over the data in two

loops, however, local variables are much faster than properties. As a result, it

appears that storing properties in local variables is a good strategy.

4.9.3.2 Loop over every pixel, not over every pixel value
Recall that image data for each pixel is represented by four 8-bit integer values,

one each for the red, green, blue, and alpha components of the pixel, ranging

from 0 to 255. Also recall that browsers may represent each pixel with multiple

pixel values for higher image fidelity.

If you loop over every one of those values, you are looping four times more than

you need to. It’s better to loop over pixel boundaries, instead of the individual

pixel components; that’s why you see the number 4 in several of the test cases.

You might suspect that looping four times more than necessary will significantly

degrade performance, and you would be correct. The results of the tests shown

in Figure 4.23 validate that performance degradation, with the exception of iPad

and Safari.

The test cases local variables 1d and local variables 1d hack one in

Figure 4.22 contrast looping over every pixel (local variables 1d) vs. looping

over every pixel component (local variables 1d hack one). Notice that

looping over every pixel is, in general, faster, sometimes considerably so.

4.9.3.3 Looping backwards and bit-shifting are crap shoots
The prevailing conventional wisdom concerning looping through arrays in

JavaScript is to loop backwards, and to use bit-shifting to calculate array offsets.

The tests in Figure 4.23 indicate that bit-shifting makes no significant difference

and that looping backwards can, in some cases significantly, degrade performance.

Looping backwards (test case local variables 1d hack three) is astoundingly

slow on Chrome, makes no difference on Firefox, and is a little faster than looping

forward (test case local variables 1d hack one) on Safari and iPad. In other

words, a crap shoot.

Before you loop backwards or use bit-shifting, it’s a good idea to do some

benchmarking of your own. Hopefully, you will always have better opportunities

to increase performance other than restoring to looping backwards and using

bit-shifting.
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4.9.3.4 Don’t call getImageData() repeatedly for small amounts of data
Instead of calling getImageData() once to get all of the pixels in an image, the

last test case in Figure 4.23 calls getImageData() repeatedly to access each pixel

in the image data array.

Although it’s risky to make dogmatic statements about performance, it’s probably

safe to assume that getImageData() is relatively expensive, and that calling it

once for every pixel in an image data array is a strategy that you should avoid at

all costs.

4.10 A Magnifying Glass
Figure 4.24 shows the magnifying glass application that was introduced at the

beginning of this chapter. You can drag the magnifying glass to magnify different

parts of the image, and you can change the size of the magnifying glass lens and

the magnification scale with the sliders at the top of the application.

Figure 4.24 A magnifying glass

Here’s how the magnifying glass works:
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As the user drags the mouse, the application captures the pixels of the smallest

rectangle that encloses the magnifying glass lens.

Then the application sets the clipping region to the magnifying glass lens and

draws the canvas into itself, scaling the canvas pixels along the way with the

nine-argument version of drawImage().

Besides drawing the magnified pixels in the magnifying glass, the application

also erases the magnifying glass as the user drags it around the canvas. Every

time the mouse moves while the user is dragging the magnifying glass, the appli-

cation calls putImageData() to restore the background that the application saved

with getImageData() the last time the user moved the mouse.

So every time the user moves the mouse while dragging the magnifying glass,

the application performs the following steps:

1. Call putImageData() to restore the background at the previous magnifying

glass location.

2. Call getImageData() to save pixels underneath the glass at its new location.

3. Set the clipping region to the magnifying glass lens.

4. Call drawImage() to draw the magnified pixels back into the canvas.

5. Draw the magnifying glass lens.

Here’s the application’s mouse move event handler:

canvas.onmousemove = function (e) {
if (dragging) {

eraseMagnifyingGlass();
drawMagnifyingGlass(windowToCanvas(e.clientX, e.clientY));

}
};

The eraseMagnifyingGlass() method performs the first step listed above.

function eraseMagnifyingGlass() { // Called when the mouse moves
if (imageData != null) {

      context.putImageData(imageData,
         magnifyRectangle.x, magnifyRectangle.y);

}
}

The first time the application calls eraseMagnifyingGlass(), there’s nothing to

erase; thus, the check for imageData != null; otherwise, the application calls

putImageData() to erase the previous drawing of the magnifying glass.

After erasing the magnifying glass, the application’s mouse move event handler

invokes drawMagnifyingGlass(), which is implemented like this:
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function drawMagnifyingGlass(mouse) {
var scaledMagnifyRectangle = null;

   magnifyingGlassX = mouse.x;
   magnifyingGlassY = mouse.y;

calculateMagnifyRectangle(mouse);

   imageData = context.getImageData(magnifyRectangle.x,
                                    magnifyRectangle.y,
                                    magnifyRectangle.width,
                                    magnifyRectangle.height);
   context.save();

   scaledMagnifyRectangle = {
      width:  magnifyRectangle.width  * magnificationScale,
      height: magnifyRectangle.height * magnificationScale

};

setClip();

   context.drawImage(canvas,
      magnifyRectangle.x, magnifyRectangle.y,
      magnifyRectangle.width, magnifyRectangle.height,

      magnifyRectangle.x + magnifyRectangle.width/2 -
         scaledMagnifyRectangle.width/2,

      magnifyRectangle.y + magnifyRectangle.height/2 -
         scaledMagnifyRectangle.height/2,

      scaledMagnifyRectangle.width,
      scaledMagnifyRectangle.height);

   context.restore();

drawMagnifyingGlassCircle(mouse);
}

function setClip() {
   context.beginPath();
   context.arc(magnifyingGlassX, magnifyingGlassY,
               magnifyingGlassRadius, 0, Math.PI*2, false);

   context.clip();
}

The drawMagnifyingGlass() function calculates the smallest rectangle enclosing

the magnifying glass at its new location, and captures the pixels for that rectangle

so that the application can erase the magnifying glass.
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Then the application calculates the scaled width and height for the magnified

pixels and sets the clipping region to the magnifying glass lens.

Finally, drawMagnifyingGlass() draws the canvas into itself, scaling pixels along

the way. Figure 4.25 illustrates how the call to drawImage() works.

Figure 4.25 Copying magnified pixels to the magnifying glass lens: top, unclipped; bottom,
clipped

The top screenshot in Figure 4.25 was taken with the call to setClip() commented

out. Without setting the clipping region, you can see all of the magnified pixels

drawn by the call to drawImage() in drawMagnifyingGlass().
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The bottom screenshot shows the application with the call to setClip() restored.

With clipping, the magnified pixels are restricted to the inside of the magnifying

glass lens.

NOTE: The magnifying glass application’s sliders

The magnifying glass application places sliders at the top of the page so that
you can change the magnification scale and the size of the magnifying glass
lens. Those sliders are custom controls, implemented in a canvas of their own,
and they are discussed in Chapter 10.

4.10.1 Using an Offscreen Canvas
The magnifying glass implementation discussed in Section 4.10, “A Magnifying

Glass,” on p. 323 draws a canvas into itself, scaling along the way. Alternatively,

you can use an offscreen canvas to scale the pixels, and subsequently draw from

that offscreen canvas back into the onscreen canvas, as illustrated in Example 4.21.

Example 4.21 Using offscreen canvases

var ...
    offscreenCanvas = document.createElement('canvas'),
    offscreenContext = offscreenCanvas.getContext('2d');
...

function drawMagnifyingGlass(mouse) {
var scaledMagnifyRectangle = null;

   magnifyingGlassX = mouse.x;
   magnifyingGlassY = mouse.y;

calculateMagnifyRectangle(mouse);

   imageData = context.getImageData(magnifyRectangle.x,
                                    magnifyRectangle.y,
                                    magnifyRectangle.width,
                                    magnifyRectangle.height);
   context.save();

   scaledMagnifyRectangle = {
      width:  magnifyRectangle.width  * magnificationScale,
      height: magnifyRectangle.height * magnificationScale

};

setClip();

(Continues)
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Example 4.21  (Continued)

   offscreenContext.drawImage(canvas,
      magnifyRectangle.x, magnifyRectangle.y,
      magnifyRectangle.width, magnifyRectangle.height,

0, 0,
      scaledMagnifyRectangle.width,
      scaledMagnifyRectangle.height);

   context.drawImage(offscreenCanvas, 0, 0,
      scaledMagnifyRectangle.width,
      scaledMagnifyRectangle.height,

      magnifyRectangle.x + magnifyRectangle.width/2 -
         scaledMagnifyRectangle.width/2,

      magnifyRectangle.y + magnifyRectangle.height/2 -
         scaledMagnifyRectangle.height/2,

      scaledMagnifyRectangle.width,
      scaledMagnifyRectangle.height);

   context.restore();

drawMagnifyingGlassCircle(mouse);
}

For the magnifying glass application, drawing the canvas into itself rather than

using an offscreen canvas resulted in slightly better performance.

4.10.2 Accepting Dropped Images from the File System
The magnifying glass application uses the HTML5 Drag and Drop and FileSystem

APIs, so you can drag an image from your desktop and drop it onto the applica-

tion. Figure 4.26 shows the application accepting an image that a user dragged

from the desktop and dropped on the application. When the user drops the

image, the application responds by displaying the image, as shown in the bottom

screenshot in Figure 4.26.

At the time this book was written, Chrome was the only browser that supported

the FileSystem API. Example 4.22 shows how the magnifying glass application

uses that API.

The magnifying glass application implements drag enter and drag over event

listeners to prevent the browser from its default reaction to dragging and to

indicate that drops are allowed.
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Figure 4.26 Top: user drops image (note drag-and-drop icon in the upper-right corner);
bottom: app displays dropped image

The application also has a drop listener that uses the FileSystem API to request

5 MB of disk space on the file system. The application then creates an image file

and sets the image element’s src attribute to a URL obtained from the file system.

Example 4.22 Using the FileSystem API

canvas.addEventListener('dragenter', function (e) {
   e.preventDefault();
   e.dataTransfer.effectAllowed = 'copy';
}, false);

canvas.addEventListener('dragover', function (e) {
   e.preventDefault();
}, false);

window.requestFileSystem =
          window.requestFileSystem || window.webkitRequestFileSystem;

(Continues)
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Example 4.22  (Continued)

canvas.addEventListener('drop', function (e) {
var file = e.dataTransfer.files[0];

   window.requestFileSystem(window.TEMPORARY, 5*1024*1024,
function (fs) {

         fs.root.getFile(file.name, {create: true},
function (fileEntry) {

               fileEntry.createWriter( function (writer) {
                  writer.write(file);

});
               image.src = fileEntry.toURL();

},

function (e) {
alert(e.code);

}
);

},

function (e) {
alert(e.code);

}
);

}, false);

4.11 Video Processing
Videos are big business. In 2006, Google acquired YouTube for $1.65 billion, and

today according to Google, YouTube accounts for more than 20 percent of Internet

traffic worldwide. Once almost exclusively the realm of Flash, the landscape of

video on the web has tilted drastically toward HTML5.

HTML5 provides a video element that lets you play and control videos. And the

Canvas API lets you process videos, frame by frame, as the video plays.

Recall from Section 4.1.2, “The drawImage() Method,” on p. 259 that besides

drawing images, drawImage() can draw a video frame into a canvas, like this:

var video = document.getElementById('video'); // A <video> element
...

context.drawImage(video, 0, 0); // Draw video frame

The video argument to drawImage() in the preceding code listing is an

HTMLVideoElement. Once you can draw a video frame into a canvas, you can
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combine animation with the video and canvas elements to do video processing

on the fly. Section 4.11.3, “Processing Videos,” on p. 335 shows how to do that.

4.11.1 Video Formats
As this book went to press, three video formats were in widespread use, as shown

in Table 4.3.

Table 4.3 Browser support for video formats

First Supported inFormat

IE9.0, Chrome 3.0 (to be removed), Safari 3.1H.264 (MPEG-4)

Firefox 3.5, Chrome 3.0, Opera 10.5Ogg Theora

Firefox 4.0, Chrome 6.0, Opera 10.6VP8 (WebM)

Notice that none of the three formats are supported by all major browsers. Because

of that restriction, you must specify multiple formats to ensure that your videos

run on all platforms. You can do that by embedding source elements in video
elements, like this:

<video>
   <source src='video.ogg'/>
   <source src='video.mp4'/>
</video>

NOTE: A short history of video formats

The HTML5 specification originally required the Ogg Theora format for video
because it was freely available and open source and because the specification’s
authors believed it was better to specify a single format rather than many.
Mozilla and Opera are big supporters of Ogg Theora.

However, some companies, such as Apple and Nokia, were concerned about
patent issues (see the note below), and Apple didn’t think it was a good idea to
directly specify a video format in the specification.

As a result, the specification was rewritten, and the requirement for Ogg Theora
removed.

Subsequently, in 2010, Google acquired On2’s VP8 format and released the
software under an irrevocable free patent, BSD-like license. In January 2011,
Google announced that it would end native support for MPEG-4 in Chrome.
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NOTE: Submarine patents and patent ambushes

Until 1995, US patent terms were measured from the date of issuance, instead
of from the original filing date. Although it was somewhat expensive, one could
file for a patent, and file a succession of continuation applications to delay the
patent’s issuance. Such patents are known as submarine patents.

Subsequently, when a wealthy corporation violates a submarine patent, whoever
filed the patent originally stops filing continuations, the patent is issued, and the
patent holder sues the unsuspecting corporation, presumably for a large payoff.

Submarine patents are just one aspect of the arcane world of software patents.
Another strategy is a patent ambush, where someone who’s company is about
to file a patent joins a software standards body and influences the standard to
violate the patent.

Even though no known patents violate the free and open source Ogg format,
both Apple and Nokia objected to Ogg, partially because of concerns for
submarine patents and patent ambushes.

4.11.1.1 Converting Formats
Because none of the three most widely used video formats are used by all

major browsers, you must provide multiple formats of all your videos to ensure

portability across all platforms. Because of that requirement, sooner or later you

will need to convert videos from one format to another.

There are many ways to convert videos from one format to another. Figure 4.27

shows a Firefox extension that does just that.

Figure 4.27 Converting formats
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4.11.2 Playing Video in a Canvas
Ultimately our goal in exploring Canvas’s video support is to implement on-the-

fly video processing. The first step is to simply play a video in a canvas. Figure 4.28

shows an application that draws frames from an invisible video element into a

visible canvas element, scaling each video frame to fit the canvas.

Figure 4.28 Playing a video in a canvas

The HTML for the application shown in Figure 4.28 is listed in Example 4.23.

Notice the CSS for the video element in the listing. The video’s display attribute

makes it invisible.

The application plays the invisible video and in an animation loop—implemented

with the requestNextAnimationFrame() polyfill function discussed in Section 5.1.3,

“A Portable Animation Loop,” on p. 349—continually draws the current video

frame into the canvas. As a result, the video plays in the canvas. The application’s

JavaScript is listed in Example 4.24.

When the video loads, the code plays the video and initiates the animation loop

by calling requestNextAnimationFrame(). When the browser is ready to draw
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the next animation frame, it invokes the animate() function, which—if the video

is still playing—draws the current video frame into the canvas and perpetuates

the animation by again invoking requestNextAnimationFrame(). If the video has

ended, the animate() function does not invoke requestNextAnimationFrame(),

and thus ends the animation.

Example 4.23 Playing video: HTML

<!DOCTYPE html>
<head>

<title>Video</title>

<style>
         body {

background: #dddddd;
}

#canvas {
background: #ffffff;
border: thin solid darkgray;

}

#video {
display: none;

}
</style>

</head>

<body>
<video id='video' poster>

<source src='dog-stealing.mp4'/>
<source src='dog-stealing.ogg'/>

</video>

<canvas id='canvas' width='720' height='405'>
      Canvas not supported

</canvas>

<script src='requestNextAnimationFrame.js'></script>
<script src='example.js'></script>

</body>
</html>

Notice that the code uses the five-argument version of drawImage(), discussed

in Section 4.1.2, “The drawImage() Method,” on p. 259, to scale the video to fit

the canvas.
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Example 4.24 Playing video: The JavaScript

var canvas = document.getElementById('canvas'),
    context = canvas.getContext('2d'),
    video = document.getElementById('video');

function animate() {
if (!video.ended) {

     context.drawImage(video, 0, 0, canvas.width, canvas.height);
     window.requestNextAnimationFrame(animate);

}
}

video.onload = function (e) {
   video.play();
   window.requestNextAnimationFrame(animate);
};

Now that we can capture each frame of a video and display it in a canvas, let’s

see how we can process frames before displaying them.

4.11.3 Processing Videos
The application shown in Figure 4.29, like the application discussed in the pre-

ceding section, displays frames from an invisible video element in a visible canvas
element. Additionally, the application shown in Figure 4.29 optionally processes

each video frame before displaying it in the canvas.

The application provides two checkboxes to control the video’s color and

orientation and lets the user start the video with the Play button.

The HTML for the application shown in Figure 4.29 is listed in Example 4.25.

The application’s JavaScript, which is listed in Example 4.26, implements the

animation that continuously draws frames from the invisible video element into

the visible canvas element.

The nextVideoFrame() function, which the browser invokes when it’s ready to

draw the next animation frame, is where all the action takes place. If the video

has ended, that function simply replaces the text of the button to Play, and

the method does not invoke requestNextAnimationFrame() to perpetuate the

animation.

If the video has not ended, nextVideoFrame() draws the current video frame into

an offscreen canvas, and optionally removes the color and flips the orientation

of the frame before drawing the frame into the onscreen canvas.
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Example 4.25 Video controls: HTML

<!DOCTYPE html>
<head>

<title>Video</title>

<style>
         body {

background: #dddddd;
}

.floatingControls {
position: absolute;
left: 175px;
top: 300px;

}

#canvas {
background: #ffffff;
border: thin solid #aaaaaa;

}

#video {
display: none;

}
</style>

</head>

<body>
<video id='video' controls src='dog-stealing.mp4'></video>

<canvas id='canvas' width='480' height='270'>
       Canvas not supported

</canvas>

<div id='controls' class='floatingControls'>
<input id='controlButton' type='button' value='Play'/>
<input id='colorCheckbox' type='checkbox' checked> Color
<input id='flipCheckbox' type='checkbox'> Flip

</div>

<script src='requestNextAnimationFrame.js'></script>
<script src='example.js'></script>

</body>
</html>
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Figure 4.29 Processing video

Example 4.26 Video controls: JavaScript

var canvas = document.getElementById('canvas'),
    offscreenCanvas = document.createElement('canvas'),
    offscreenContext = offscreenCanvas.getContext('2d'),
    context = canvas.getContext('2d'),
    video = document.getElementById('video'),
    controlButton = document.getElementById('controlButton'),
    flipCheckbox = document.getElementById('flipCheckbox'),
    colorCheckbox = document.getElementById('colorCheckbox'),
    imageData,
    poster = new Image();

// Functions...........................................................

(Continues)
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Example 4.26  (Continued)

function removeColor() {
var data,

       width,
       average;

   imageData = offscreenContext.getImageData(0, 0,
                  offscreenCanvas.width, offscreenCanvas.height);
   data = imageData.data;
   width = data.width;

for (i=0; i < data.length-4; i += 4) {
      average = (data[i] + data[i+1] + data[i+2]) / 3;
      data[i] = average;
      data[i+1] = average;
      data[i+2] = average;

}

   offscreenContext.putImageData(imageData, 0, 0);
}

function drawFlipped() {
   context.save();

   context.translate(canvas.width/2, canvas.height/2);
   context.rotate(Math.PI);
   context.translate(-canvas.width/2, -canvas.height/2);
   context.drawImage(offscreenCanvas, 0, 0);

   context.restore();
}

function nextVideoFrame() {
if (video.ended) {

      controlButton.value = 'Play';
}
else {

     offscreenContext.drawImage(video, 0, 0);

if (!colorCheckbox.checked)
removeColor();

if (flipCheckbox.checked)
drawFlipped();

else
       context.drawImage(offscreenCanvas, 0, 0);

requestNextAnimationFrame(nextVideoFrame);
}

}
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function startPlaying() {
requestNextAnimationFrame(nextVideoFrame);

   video.play();
}

function stopPlaying() {
   video.pause();
}

// Event handlers......................................................

controlButton.onclick = function(e) {
if (controlButton.value === 'Play') {

startPlaying();
      controlButton.value = 'Pause';

}
else {

stopPlaying();
      controlButton.value = 'Play';

}
};

poster.onload = function() {
   context.drawImage(poster, 0, 0);
};

// Initialization.....................................................

poster.src = 'dog-stealing-poster.png';

offscreenCanvas.width = canvas.width;
offscreenCanvas.height = canvas.height;

4.12 Conclusion
The Canvas API packs a lot of functionality into four Canvas context methods:

drawImage(), which lets you draw into a canvas other canvases or video frames

in addition to images; getImageData(), which lets you grab a rectangle of pixels

from a canvas; putImageData(), which lets you insert a rectangle of pixels into a

canvas; and createImageData(), which lets you create a blank array of pixel color

values.

With those four methods, you can implement sophisticated image manipulation

such as image filters and magnifying glasses.

In this chapter you saw how to draw and scale images, implement image filters,

and process images in offscreen canvases and with web workers. Additionally,
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you learned how to combine image manipulation with other aspects of HTML5

Canvas, such as clipping and the Canvas drawing API, and how to combine image

manipulation with other aspects of HTML5 outside of Canvas, such as web

workers. By encapsulating image filters in a web worker, you can offload work

from the main browser UI thread, and you can reuse those web workers in mul-

tiple contexts. And you also learned some performance tips for drawing and

manipulating images.

Then we looked at the implementation of a magnifying glass that used a great

deal of what we covered in this chapter. The application also illustrated how you

can use the Drag and Drop and FileSystem APIs to accept dropped images that

the user dragged from the desktop.

Finally, we looked at processing videos by using video and canvas elements

together, along with some animation and the drawImage() method.

In the next chapter we see how to put images and drawings into motion with

an exploration of Canvas animation.
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